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Executive Summary


eBay has a highly unique business model in that it makes hundreds of millions of dollars without having any merchandise.  eBay’s success depends upon its ability to connect buyers to sellers.  The company’s primary means of achieving this is through its Voyager search engine.


In order to minimize disk I/O, Voyager uses a series of search nodes to hold in main memory all processed item information used to perform searches.  When a search index is lost either due to a restart or a computer malfunction, it is necessary to reprocess all of the information that was lost, and re-index the affected search nodes.  eBay’s recovery system was wasteful both in terms of space and time – all messages detailing item information were stored, even if they contained outdated or duplicate item information; likewise, because all messages were saved, they also all had to be reprocessed when the search system comes back online.  


The goal of our project was to replace eBay’s current recovery system with a more intelligent and efficient system, in terms of both speed and space.  Our message recovery system accomplishes this by reducing redundant computations.  Instead of writing each message to disk, we write the current state of each item, discarding the messages received.  The state of an item is itself a message, and comprised of the up-to-date, valid item information from all received messages for that item.  By saving only the latest state of each item we cut down on disk space and reprocessing time.  


The two main challenges in creating our system concerned how to write variable-length item states to disk, and then how to retrieve quickly these states.  The former problem we solved by developing a persistent storage system that creates and maintains files of different block sizes, in order to accommodate various sizes for item states.  Upon receiving an item state, the persistent storage determines the smallest block size that can hold these data, and writes the state in the appropriate position.

We used a combination of two indices to quickly retrieve the item states we had we had written to disk.  We need to access the item states when we want to update them based on new messages we receive.  For this purpose we maintain an Item ID Index using a variation on the B-tree structure.  This index allows for the fast searching for one item through potentially millions of items.  When rebuilding a search index, a search node requests all item states modified since a given time.  We use a Timestamp Index to provide this functionality.  The Timestamp Index contains a key for each second in time, and associates item states with their appropriate timestamp.  Given a particular time, this allows us to retrieve all item states from newer than that time.

A primary issue concerning our project is speed.  eBay's traffic is steadily increasing and our message recovery system needed to be able to handle the increase in traffic.  Our system had to be designed to handle ten times eBay's current traffic, or three thousand messages per second; in our simple timing tests on non-production machines, were capable of processing, storing and updating many more messages than this benchmark.

